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Abstract

Large language model (LLM)-based unit-test generation has
largely been studied under the assumption that the code
under test is correct, using coverage or test-correctness met-
rics that do not directly measure defect detection. When the
code under test is buggy, however, models can be guided
toward assertions that encode the faulty behavior, produc-
ing tests that confirm rather than reveal defects. Our recent
work quantified this misguidance effect and showed that
a specification-based approach, which first recovers a be-
havioral specification of the focal method from its buggy
implementation and then generates tests from that specifica-
tion, can substantially mitigate it. Although this establishes
a specification-recovery-first paradigm for LLM-based unit-
test generation, the recovery step itself remains simple and
its specifications are themselves fallible. This dissertation
therefore aims to make specification recovery from imper-
fect code accurate, evidence-driven, and uncertainty-aware,
so that it consistently yields effective bug-finding tests.
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1 Motivation

Unit testing is a cornerstone of software quality assurance,
valued primarily for early defect detection [20]. Recent work
has increasingly automated per-method unit-test generation
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with Large Language Models (LLMs) [3, 22], but these studies
are predominantly evaluated on code assumed correct, using
coverage and test-correctness metrics that correlate only
weakly with actual fault-detection power [12]. In practice,
test generation is routinely applied precisely when correct-
ness is uncertain, such as when reproducing reported bugs,
reviewing changes, or following test-driven workflows in
which the implementation is not yet correct [2]; accordingly,
studies that feed buggy code to LLM-based generators report
markedly degraded bug detection [1, 11]. A test that merely
confirms buggy behavior certifies the defect and prevents its
detection [8, 15] (Figure 1).

Prior work recognizes this problem but does not resolve
it. Huang et al. quantify how buggy code misguides gener-
ation, but their metric counts every test that passes on the
buggy version as misguided, over-counting tests that agree
with correct behavior [11]; the hazard is also documented
for pre-LLM search-based generators [18]. Documentation-
and oracle-generation methods presume trustworthy docu-
mentation or learn from the code itself [9, 10, 22], and intent
inference from buggy code has been validated only on small
programs [14]. Classical specification mining infers likely
invariants from executions of the program or its tests [5, 16],
so mined specifications reflect observed behavior, including
a defect’s; symbolic, search-based, and model-checking gen-
erators likewise treat the code as ground truth [6, 17]. None
recovers the intended behavior of imperfect code, the gap
this dissertation addresses.

Buggy method (Defects4] Lang-14)

public static boolean equals(
CharSequence cs1, CharSequence cs2) {

if (cs1 == cs2) return true;
if (cs1 == null || cs2 == null) return false;
return csl.equals(cs2); // String.equals(StringBuilder) == false

}

| tests generated by the LLM |}

From code (misguided)

From specification (effective)

@Test @Test
public void testEquals_sb() { public void testEquals_sb() {
assertFalse (equals("abc", assertTrue (equals("abc",
new StringBuilder("abc"))); new StringBuilder("abc")));

Figure 1. Tests from buggy equals assert the bug; tests from
its recovered specification, “returns true iff both sequences
have the same characters, regardless of type,” expose it.
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2 Problem

Our recent study established and quantified the misguidance
effect: prompting an LLM with buggy code steers it to treat
the erroneous behavior as intended, increasing misguided
tests, that is, tests that consistently pass on the buggy version
but fail on the fixed one (flaky tests are excluded by repeated
execution), while suppressing effective tests that detect the
bug [23]. The effect is severe across eleven state-of-the-art
models and visible in their internal token preferences. To
mitigate it, we drew on specification-based testing [7] and
proposed replacing the code in the prompt with an LLM-
recovered behavioral specification of the focal method: a
docstring-style description of its intended inputs, outputs,
and exceptional behavior (e.g., the specification in Figure 1);
the buggy implementation is then withheld from the test-
generation prompt. Tests generated from this specification
show markedly fewer misguided tests and higher bug de-
tection on buggy inputs, without degrading tests for bug-
free code. Because whether the code under test is buggy or
bug-free is unknown at generation time, the paradigm must
recover the specification from the code as is; specifications
recovered from bug-free code serve only as an upper bound.
Manual inspection showed this is viable: the defect is sub-
stantially blocked from propagating into the specification
and the intended behavior is recovered for a large fraction of
buggy methods, and it is this recovered behavior, not merely
withholding the code, that yields effective tests [23].

While this validates a specification-recovery-first para-
digm, its design space remains largely unexplored: recovery
is a single prompt over the focal method and its in-class
context, and misguided tests remain. Crucially, a recovered
specification is itself fallible. Substituting a fallible specifi-
cation for the code would merely move the assumption of
correctness from one to the other. This dissertation instead
treats a recovered specification as a set of behavioral claims
to be validated against evidence and annotated with uncer-
tainty, and asks which evidence and recovery workflows
yield high-quality specifications, which representation best
supports test generation, and how these combine end to end.

3 Approach

Buggy code is useful but potentially misleading evidence
about intended behavior; recovery should therefore identify
which behavioral claims are supported, which may be in-
herited from the defect, and which remain uncertain, rather
than turn an unsupported assumption into a test oracle.
The first direction studies what evidence is useful for re-
covering intended behavior from imperfect code. Our frame-
work organizes evidence into tiers from the focal method out-
ward (class surface, type surface, call graph, usage examples,
repository-level context) and ablates them cumulatively, un-
der a guard that excludes context selected through the focal
body, which could re-introduce the bug. More context is not
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always better: it may be irrelevant, stale, or affected by the
same defect, and documentation conventions differ across
projects (e.g., user- versus developer-facing). We will eval-
uate which tiers improve specifications and bug detection,
when they add noise, and whether repository characteristics
explain non-uniform effects.

The second direction studies how recovered specifications
should be represented. Docstrings may leave behavior im-
plicit or ambiguous. We will compare it with more structured
forms, including requirement lists, contracts (preconditions,
postconditions, exceptional behavior), checkable properties,
input-output examples, and explicit fault hypotheses [9, 10],
to identify representations that guide LLMs toward reliable
oracles without encoding faulty behavior as intended.

The third direction designs recovery workflows that use
evidence explicitly. Rather than one-shot generation, recov-
ery can propose behavioral claims, check them against ev-
idence, revise unsupported ones, and mark unresolved be-
havior as uncertain, via multi-sample consistency, critique-
and-revision, and role-separated agents that propose, review,
and refine specifications. Together, these target a workflow
that recovers specifications when evidence suffices and prop-
agates uncertainty when it does not.

4 Evaluation Methodology

The evaluation uses real-bug benchmarks with a buggy and a
fixed version per defect, primarily Defects4] [13] and, where
possible, BugsInPy [21]. We benchmark recovery in the test-
prefix, test-oracle, and full test generation settings [3, 22],
which isolate whether recovered intent yields bug-triggering
inputs, intent-aligned rather than fault-aligned oracles, or
complete effective tests. Baselines: direct code-based genera-
tion, generation with external documentation, non-LLM pre-
fix generators such as EvoSuite [6], and our original single-
prompt recovery, isolating the value of improved recovery.

Bug detection is the primary criterion, measured differ-
entially: running each test on both versions distinguishes
effective tests that detect the bug from misguided ones that
assert the faulty behavior [23]. Every direction is judged
by this criterion, its effect on effective and misguided test
counts relative to the single-prompt baseline across models,
so improvements in recovery are measured by downstream
bug-detection impact. A direction succeeds only if it raises
bug detection beyond the run-to-run noise band estimated
from repeated trials; smaller effects count as noise unless
replicated. Conditions differ only in the factor under study:
evidence tiers are added one at a time to isolate each tier’s
marginal effect, representations are generated from the same
evidence to attribute differences to form alone, and prompt
size is reported to weigh gains against context cost. Because
generated tests must also serve regression testing, each ap-
proach is further evaluated on the fixed version, where tests
must pass without false alarms while maintaining coverage
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and mutation score [4], a bar our prior approach already
meets. To verify that recovery articulates intended behavior
rather than merely raising detection rates, two annotators
will independently label whether each recovered specifica-
tion inherits the defect and whether it recovers the intended
behavior, checked against developer-written documentation
and fixed-version behavior, with Cohen’s k agreement and
disagreements resolved by discussion. For the workflow di-
rection, we also test whether the claims it flags as uncer-
tain are those annotators mark as defect-inherited or un-
supported, i.e., whether its uncertainty is calibrated. A key
threat is data leakage, since LLMs may have seen bench-
mark projects and tests; we mitigate it by controlling model
versions and cutoffs, adding post-cutoff bugs from GitBug-
Java [19], and applying the approach to current project ver-
sions to reveal unknown bugs.
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