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The LLM generates a test that
asserts the bug in the buggy input
Buggy method: StringUtils.equals (Defects4J Lang-14)

public static boolean equals(
    CharSequence cs1, CharSequence cs2) {
  if (cs1 == cs2)          return true;
  if (cs1 == null
      || cs2 == null)      return false;
  return cs1.equals(cs2);
}

Test generated from the buggy method

assertFalse(StringUtils.equals("abc",
    new StringBuilder("abc")));

// the buggy body returns false here,
// since cs2 is a non-String object,
// and the LLM took that as intended.

Misguided test: ✓ passes on buggy ✗ fails on bug-free

Buggy code shifts the model's
preference to misguided tests
Evaluator Misguided tests Effective tests

DeepSeek-V3 −1.31 −1.21 −1.30 −1.23

Qwen3-Coder-Plus −1.75 −1.59 −1.75 −1.64

GPT-OSS-120B −2.43 −2.29 −2.50 −2.42

buggy input bug-free input

Sequence score: mean per-token log-probability (higher = preferred)

Buggy code misguides the LLM
and reduces real bug detection

8×more
misguided tests
from buggy code

65% fewer
effective tests
from buggy code

Misguided tests
3.84%

0.46%

Effective tests
2.98%

8.51%

buggy input bug-free input % of generated tests

Effective test: fails on buggy, passes on bug-free

Evaluations on bug-free code
likely overestimate
real bug detection on buggy code

Our approach:
specification-based testing
LLM-generated docstring over source code

✓
✓
✓

Prevailing practice & prior studies

buggy code LLM testsOurs

✓
✓
✓

buggy code LLM: recover the
specification

docstring LLM
code removed

from the prompt

tests

Docstring replaces buggy code, not merely supplements it

Our approach mitigates misguidance and detects more bugs

Base docstring vs. code

Misguided tests (%)

2.69%

3.84%

Effective tests (%)

4.50%

2.98%

Docstring (ours) Code

Advanced vs. base docstring, on average

Advanced docstring: bug analysis first

+18.88% bugs detected

−12.60% with misguided tests

More accurate specifications
further improve our approach

After 3 rounds of refinement, ours vs. code

Refinement: tests revised from execution errors

+73.11% bugs newly detected

−60.79% gained a new misguided test

The gain accumulates through refinement

Little to no penalty on bug-free code
baseline: bug-free code in the prompt ours: recovered specification

Compile-failure rate↓

−1.20 pp

21.30% → 20.10%

False-alarm rate↓

+1.59 pp

37.45% → 39.04%

Line coverage↑

+3.61 pp

71.49% → 75.10%

Branch coverage↑

+2.97 pp

66.61% → 69.58%

pp = percentage points ↑ higher is better · ↓ lower is better

Applicable to both buggy and bug-free code · suitable for regression testing

Future work
More robust specification generation
(e.g. multi-agent LLM reasoning
with static program analysis)

Formats beyond natural language: UML, 
formal specifications, requirements

LLM-generated vs. human-written 
specifications: the approach's upper bound


